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Protocol Layering 

To provide structure to the design of network protocols, 
network designers organize protocols—and the network 
hardware and software that implement the protocols— in 
layers



Application Layer

• The application layer is where 
network applications and their 
application-layer protocols 
reside. The Internet’s application 
layer includes many protocols, 
such as the HTTP protocol 
(which provides for Web 
document request and transfer), 
SMTP (which provides for the 
transfer of e-mail messages), 
and FTP (which provides for the 
transfer of files between two 
end systems). 



Transport Layer

• In the Internet there are two 
transport protocols, TCP and 
UDP



TCP 

• TCP provides a connection-oriented service to its applications. This 
service includes guaranteed delivery of application-layer messages to 
the destination and flow control (that is, sender/receiver speed 
matching). 

• TCP also breaks long messages into shorter segments and provides a 
congestion-control mechanism, so that a source throttles its 
transmission rate when the network is congested. The UDP protocol 
provides a connectionless service to its applications



UDP

• The UDP protocol provides a connectionless service to its 
applications. This is a no-frills service that provides no reliability, no 
flow control, and no congestion control. I



Network Layer
• The Internet’s network layer is 

responsible for moving network-
layer packets known as 
datagrams from one host to 
another. 

• The Internet’s network layer 
includes the celebrated IP 
Protocol, which defines the fields 
in the datagram as well as how 
the end systems and routers act 
on these fields. There is only one 
IP protocol, and all Internet 
components that have a network 
layer must run the IP protocol. 



Physical Layer

• While the job of the link layer is to 
move entire frames from one 
network element to an adjacent 
network element, the job of the 
physical layer is to move the 
individual bits within the frame 
from one node to the next. 



Networks Under Attack

• Denial-of-service (DoS) attacks. As the name suggests, a DoS attack renders 
a network, host, or other piece of infrastructure unusable by legitimate 
users. Web servers, e-mail servers, DNS servers

• Bandwidth flooding. The attacker sends a deluge of packets to the targeted host—so 
many packets that the target’s access link becomes clogged, preventing legitimate 
packets from reaching the server.

• Connection flooding. The attacker establishes a large number of half-open or fully 
open TCP connections (TCP connections are discussed in Chapter 3) at the target 
host. The host can become so bogged down with these bogus connections that it 
stops accepting legitimate connections.



Bandwidth-flooding attack

In a distributed DoS (DDoS) attack



Wireshark Lab

• “Tell me and I forget. Show me and I remember. Involve me and I 
understand.” Chinese proverb

https://www-net.cs.umass.edu/wireshark-labs/

Do the Getting started lab
(Submit the screen shot to moodle)   

https://www-net.cs.umass.edu/wireshark-labs/


Application Layer



Principles of Network 
Applications

• Importantly, you do not need to 
write software that runs on 
network core devices, such as 
routers or link-layer switches.



Client-server architecture VS. P2P 
architecture 
• In a client-server architecture, 

there is an always-on host, 
called the server, which services 
requests from many other hosts, 
called clients.
• Example a Web-Application

• P2P architecture, there is 
minimal (or no) reliance on 
dedicated servers in data 
centers. Instead the application 
exploits direct communication 
between pairs of intermittently 
connected hosts, called peer

• BitTorrent

• Internet Telephony 



Process Communicating

• Processes on two different end 
systems communicate with each 
other by exchanging messages 
across the computer network. 

• In the context of a communication 
session between a pair of 
processes, the process that initiates 
the communication (that is, initially 
contacts the other process at the 
beginning of the session) is labeled 
as the client. The process that waits 
to be contacted to begin the session 
is the server.



The Interface Between the Process and the 
Computer Network

• A process sends messages 
into, and receives messages 
from, the network through 
a software interface called 
a socket. 

• A destination port number 
identifies the receiving 
process (more specifically, 
the receiving socket) 
running in the host



Examples of ports 

• 21: File Transfer Protocol (FTP)

• 22: Secure Shell (SSH)

• 23: Telnet remote login service

• 25: Simple Mail Transfer Protocol (SMTP)

• 53: Domain Name System (DNS) service

• 80: Hypertext Transfer Protocol (HTTP) used in the World Wide Web

• 110: Post Office Protocol (POP3)

• 119: Network News Transfer Protocol (NNTP)

• 123: Network Time Protocol (NTP)

• 143: Internet Message Access Protocol (IMAP)

• 161: Simple Network Management Protocol (SNMP)

• 194: Internet Relay Chat (IRC)

• 443: HTTP Secure (HTTPS)

https://www.iana.org/

https://en.wikipedia.org/wiki/File_Transfer_Protocol
https://en.wikipedia.org/wiki/Secure_Shell
https://en.wikipedia.org/wiki/Telnet
https://en.wikipedia.org/wiki/Simple_Mail_Transfer_Protocol
https://en.wikipedia.org/wiki/Domain_Name_System
https://en.wikipedia.org/wiki/Hypertext_Transfer_Protocol
https://en.wikipedia.org/wiki/World_Wide_Web
https://en.wikipedia.org/wiki/Post_Office_Protocol
https://en.wikipedia.org/wiki/Network_News_Transfer_Protocol
https://en.wikipedia.org/wiki/Network_Time_Protocol
https://en.wikipedia.org/wiki/Internet_Message_Access_Protocol
https://en.wikipedia.org/wiki/Simple_Network_Management_Protocol
https://en.wikipedia.org/wiki/Internet_Relay_Chat
https://en.wikipedia.org/wiki/HTTP_Secure
https://www.iana.org/


Transport Services Available to Applications

• Reliable Data Transfer
• packets can get lost within a computer network. For example, a packet can 

overflow a buffer in a router, or can be discarded by a host or router after 
having some of its bits corrupted

• Not great for banking applications

• loss-tolerant applications
• conversational audio/video that can tolerate some amount of data loss.



Throughput

• Throughput is the rate at which the sending process can deliver bits 
to the receiving process
• Applications that have throughput requirements are said to be bandwidth-

sensitive applications
• Voice/Video conference 

• While elastic applications can make use of as much, or as little, throughput as 
happens to be available. 
• Electronic mail, 

• file transfer, 

• and Web transfer



Transport Services Provided by the Internet



TCP Services
• The TCP service model includes a connection-oriented service and a 

reliable data transfer service
• Connection-oriented service. TCP has the client and server exchange transport-layer 

control information with each other before the application-level messages begin to 
flow. (called the TCP Handshake)

• After the handshaking phase, a TCP connection is said to exist between the sockets 
of the two processes. The connection is a full-duplex connection in that the two 
processes can send messages to each other over the connection at the same time

• Reliable data transfer service. The communicating processes can rely on 
TCP to deliver all data sent without error and in the proper order. 



UDP 

• There is no handshaking before the two processes start to 
communicate. 

• There is no handshaking before the two processes start to 
communicate. 

• Furthermore, messages that do arrive at the receiving process may 
arrive out of order



Application and there transport protocol



Application-Layer Protocols

• An application-layer protocol defines how an application’s processes, 
running on different end systems, pass messages to each other. 

• The types of messages exchanged, for example, request messages and 
response messages 

• The syntax of the various message types, such as the fields in the message 
and how the fields are delineated 

• The semantics of the fields, that is, the meaning of the information in the 
fields 

• Rules for determining when and how a process sends messages and responds 
to messages



Examples of application layer protocols 

• Electronic mail is SMTP (Simple Mail Transfer Protocol) 

• The Web’s application-layer protocol, HTTP, defines the format and 
sequence of messages exchanged between browser and Web server

• DNS (Domain Name Service) maps URLS to IP-addresses 



The Web and HTTP



Overview of HTTP

• The HyperText Transfer Protocol 
(HTTP), the Web’s application-layer 
protocol, is at the heart of the Web

• HTTP is implemented in two 
programs: a client program and a 
server program

• The client sends HTTP request 
messages into its socket interface and 
receives HTTP response messages 
from its socket interface using TCP

• Because an HTTP server maintains no 
information about the clients, HTTP is 
said to be a stateless protocol. 



TCP Connection: Non-Persistent and 
Persistent
• When this client-server interaction is taking place over TCP, the 

application developer needs to make an important decision––should 
each request/response pair be sent over a separate TCP connection, 
or should all of the requests and their corresponding responses be 
sent over the same TCP connection?

• non-persistent connections;

• persistent connections



HTTP with Non-Persistent Connections

• Although HTTP uses persistent connections in its default mode, HTTP 
clients and servers can be configured to use non-persistent 
connections instead.



Steps with Non-Persistent Connections

1. The HTTP client process initiates a TCP connection to the server www.bridgewater.edu on port 
number 80, which is the default port number for HTTP. Associated with the TCP connection, 
there will be a socket at the client and a socket at the server

2. 2. The HTTP client sends an HTTP request message to the server via its socket. The request 
message includes the path name /cs/home.index

3. The HTTP server process receives the request message via its socket, retrieves the object 
/cs/home.index from its storage (RAM or disk), encapsulates the object in an HTTP response 
message, and sends the response message to the client via its socket

4. The HTTP server process tells TCP to close the TCP connection. (But TCP doesn’t actually 
terminate the connection until it knows for sure that the client has received the response 
message intact.)

5. The HTTP client receives the response message. The TCP connection terminates. The message 
indicates that the encapsulated object is an HTML file. The client extracts the file from the 
response message, examines the HTML file, and finds references to the 10 JPEG objects. 

6. The first four steps are then repeated for each of the referenced JPEG objects



Round Trip Time TCP 

we define the round-trip time (RTT), 
which is the time it takes for a small 
packet to travel from client to server and 
then back to the client. The RTT includes 
packet-propagation delays, packet 
queuing delays in intermediate routers 
and switches, and packet-processing 
delays

Non-persistent connections have some 
shortcomings. First, a brand-new 
connection must be established and 
maintained for each requested object. For 
each of these connections, TCP buffers 
must be allocated and TCP variables must 
be kept in both the client and server. 



HTTP with Persistent Connections 

• With persistent connections, the server leaves the TCP connection 
open after sending a response. Subsequent requests and responses 
between the same client and server can be sent over the same 
connection. 

• Requests for objects can be made back-to-back, without waiting for 
replies to pending requests (pipelining). Typically, the HTTP server 
closes a connection when it isn’t used for a certain time (a 
configurable timeout interval).



HTTP Message Format

• HTTP Request Message Below we provide a typical HTTP request 
message: 

GET /somedir/page.html HTTP/1.1 

Host: www.bridgewater.edu

Connection: close 

User-agent: Mozilla/5.0 

Accept-language: fr

request line; 

Header lines 

http://www.bridgewater.edu/


HTTP Message Format (Request Line) 

• HTTP Request Message Below we provide a typical HTTP request 
message: 

GET /somedir/page.html HTTP/1.1 

Host: www.bridgewater.edu

Connection: close 

User-agent: Mozilla/5.0 

Accept-language: fr

The method field can take on several different values, including 
GET, POST, HEAD, PUT, and DELETE

• browser implements version 
HTTP/1.1

http://www.bridgewater.edu/


HTTP Message Format (Header Lines) 

• HTTP Request Message Below we provide a typical HTTP request 
message: 

GET /somedir/page.html HTTP/1.1 

Host: www.bridgewater.edu

Connection: close 

User-agent: Mozilla/5.0 

Accept-language: fr

You might think that this header line is unnecessary, as there is already a TCP connection in place to 
the host. But, as we’ll see in Section 2.2.5, the information provided by the host header line is 
required by Web proxy caches

including the Connection: close 
header line, the browser is telling the 
server that it doesn’t want to bother 
with persistent connections; 

http://www.bridgewater.edu/


HTTP Message Format (Header Lines) 

• HTTP Request Message Below we provide a typical HTTP request 
message: 

GET /somedir/page.html HTTP/1.1 

Host: www.bridgewater.edu

Connection: close 

User-agent: Mozilla/5.0 

Accept-language: fr

The User-agent: header line 
specifies the user agent, that 
is, the browser type that is 
making the request to the 
server. Here the user agent is 
Mozilla/5.0, a Firefox browser

French version of the object, if such an object exists on the 
server; otherwise, the server should send its default version. 
The Accept-language: header is just one of many content 
negotiation headers available in HTTP.

http://www.bridgewater.edu/


HTTP Message Format
An HTTP client often uses the POST 
method when the user fills out a form—
for example, when a user provides 
search words to a search engine. 

HTML forms often use 
the GET method and 
include the inputted 
data (in the form fields) 
in the requested URL

www.somesite.com/animalsearch?monkeys&bananas



HTTP Message Format

• The PUT method is also used by applications that need to upload 
objects to Web servers. 

• The DELETE method allows a user, or an application, to delete an 
object on a Web server



HTTP Response Message

HTTP/1.1 200 OK 

Connection: close

Date: Tue, 09 Aug 2011 15:44:04 

GMT Server: Apache/2.2.3 (CentOS) 

Last-Modified: Tue, 09 Aug 2011 15:11:03 GMT 

Content-Length: 6821 

Content-Type: text/html 

(data data data data data ...)

Status Line

Header Line

Entity Body



HTTP Response Message

HTTP/1.1 200 OK 

Connection: close

Date: Tue, 09 Aug 2011 15:44:04 

GMT Server: Apache/2.2.3 (CentOS) 

Last-Modified: Tue, 09 Aug 2011 15:11:03 GMT 

Content-Length: 6821 

Content-Type: text/html 

(data data data data data ...)

the protocol version field, a 
status code, and a 
corresponding status 
message. 

Connection: close 
header line to tell the 
client that it is going to 
close the TCP 
connection after 
sending the message. 



Some Status Codes

• 200 OK: Request succeeded and the information is returned in the response. 

• 301 Moved Permanently: Requested object has been permanently moved; the 
new URL is specified in Location: header of the response message. The client 
software will automatically retrieve the new URL.

• 400 Bad Request: This is a generic error code indicating that the request could 
not be understood by the server. 

• 404 Not Found: The requested document does not exist on this server. 

• 505 HTTP Version Not Supported (By the server) 



HTTP Response Message

HTTP/1.1 200 OK 

Connection: close

Date: Tue, 09 Aug 2011 15:44:04 

GMT Server: Apache/2.2.3 (CentOS) 

Last-Modified: Tue, 09 Aug 2011 15:11:03 GMT 

Content-Length: 6821 

Content-Type: text/html 

(data data data data data ...)

The Date: header line indicates the 
time and date when the HTTP response 
was created and sent by the server. 

The Server: header line 
indicates that the 
message was generated 
by an Apache Web 
server; it is analogous 
to the User-agent:

The Last-Modified: header line 
indicates the time and date 
when the object was created or 
last modified. The Last-
Modified: header, which we will 
soon cover in more detail, is 
critical for object caching, 



HTTP Response Message

HTTP/1.1 200 OK 

Connection: close

Date: Tue, 09 Aug 2011 15:44:04 

GMT Server: Apache/2.2.3 (CentOS) 

Last-Modified: Tue, 09 Aug 2011 15:11:03 GMT 

Content-Length: 6821 

Content-Type: text/html 

(data data data data data ...)

Content-Type: header line 
indicates that the object in 
the entity body is HTML text. 
(The object type is officially 
indicated by the Content-
Type: header and not by the 
file extension.)

Content-Length: 
header line indicates 
the number of bytes in 
the object being sent.



See a real HTTP Response

telnet bridgewater.edu 80 

GET /life-at-bridgewater/ HTTP/1.1 

Host: www.bridgewater.edu

On windows 10 you will have to turn on telnet

https://social.technet.microsoft.com/wiki/conten
ts/articles/38433.windows-10-enabling-telnet-
client.aspx

(Press the carriage return twice after typing the last line.) 

https://social.technet.microsoft.com/wiki/contents/articles/38433.windows-10-enabling-telnet-client.aspx
https://social.technet.microsoft.com/wiki/contents/articles/38433.windows-10-enabling-telnet-client.aspx


User-Server Interaction: Cookies

We mentioned above that 
an HTTP server is 
stateless. Which simplifies 
the design 

However, it is often 
desirable for a Web site to 
identify users, either 
because the server wishes 
to restrict user access or 
because it wants to serve 
content as a function of the 
user identity

Set-cookie: 1678 Cookie: 1678



Session Highjacking

• Firesheep
• In October 2010, a Mozilla Firefox extension called Firesheep was released that made it easy for session hijackers to attack 

users of unencrypted public Wi-Fi. Websites like Facebook, Twitter, and any that the user adds to their preferences allow the 
Firesheep user to easily access private information from cookies and threaten the public Wi-Fi user's personal 
property.[3] Only months later, Facebook and Twitter responded by offering (and later requiring) HTTP Secure throughout.[4][5]

• WhatsApp sniffer
• An app named "WhatsApp Sniffer" was made available on Google Play in May 2012, able to display messages from 

other WhatsApp users connected to the same network as the app user.[6] At that time WhatsApp used 
an XMPP infrastructure with encrypted, not plain-text communication.[7]

• DroidSheep
• DroidSheep is a simple Android tool for web session hijacking (sidejacking). It listens for HTTP packets sent via a wireless 

(802.11) network connection and extracts the session id from these packets in order to reuse them. DroidSheep can capture 
sessions using the libpcap library and supports: open (unencrypted) networks, WEP encrypted networks, and WPA/WPA2 
encrypted networks (PSK only). This software uses libpcap and arpspoof.[8][9] The apk was made available on Google Play but 
it has been taken down by Google.

• CookieCadger
• CookieCadger is a graphical Java app that automates sidejacking and replay of HTTP requests, to help identify information 

leakage from applications that use unencrypted GET requests. It is a cross-platform open-source utility based on 
the Wireshark suite which can monitor wired Ethernet, insecure Wi-Fi, or load a packet capture file for offline analysis. 
Cookie Cadger has been used to highlight the weaknesses of youth team sharing sites such as Shutterfly (used by AYSO 
soccer league) and TeamSnap.[10]

https://en.wikipedia.org/wiki/Mozilla_Firefox
https://en.wikipedia.org/wiki/Firesheep
https://en.wikipedia.org/wiki/Facebook
https://en.wikipedia.org/wiki/Twitter
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-3
https://en.wikipedia.org/wiki/HTTP_Secure
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-4
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-5
https://en.wikipedia.org/wiki/Google_Play
https://en.wikipedia.org/wiki/WhatsApp
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-6
https://en.wikipedia.org/wiki/XMPP
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-7
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-8
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-9
https://en.wikipedia.org/wiki/Google_Play
https://en.wikipedia.org/wiki/Wireshark
https://en.wikipedia.org/wiki/Session_hijacking#cite_note-10


Web Caching

• A Web cache—also called a proxy server—is a network entity that 
satisfies HTTP requests on the behalf of an origin Web server. 

A user’s browser 
can be configured 
so that all of the 
user’s HTTP 
requests are first 
directed to the 
Web cache.



Web Caching
1. The browser establishes a TCP 

connection to the Web cache 
and sends an HTTP 

2. The Web cache checks to see if 
it has a copy of the object 
stored locally. If it does, the 
Web cache returns the object 
within an HTTP response 
message to the client browser. 

3. If the Web cache does not have 
the object, the Web cache 
opens a TCP connection to the 
origin server

4. When the Web cache receives 
the object, it stores a copy in 
its local storage and sends a 
copy, within an HTTP response 
message, to the client browser 



ALSO GLOBALLY

• through the use of Content 
Distribution Networks (CDNs), 
Web caches are increasingly 
playing an important role in 
the Internet. A CDN company 
installs many geographically 
distributed caches throughout 
the Internet, thereby localizing 
much of the traffic. There are 
shared CDNs (such as Akamai 
and Limelight) and dedicated 
CDNs (such as Google and 
Microsoft). 



What if the copy is old. 

Request:

GET /fruit/kiwi.gif HTTP/1.1 

Host: www.exotiquecuisine.com 

If-modified-since: Wed, 7 Sep 2011 09:23:24

Response: 

HTTP/1.1 304 Not Modified 

Date: Sat, 15 Oct 2011 15:39:29 

Server: Apache/1.3.0 (Unix) 

(empty entity body) 


